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Abstract
5G technology promises to completely transform telecommunication networks, introducing
a wealth of benefits such as faster download speeds, lower download times, low latency, high
network capacity. These benefits will pave the way for additional new capabilities and support
connectivity for applications like smart homes and cities, industrial automation, autonomous
vehicles, telemedicine, and virtual/augmented reality. However, attackers use these resources
in their advantages to speed up the attacking process. This report evaluates four different
machine learning and deep learning approaches namely the Naïve Bayes model, the logistic
regression model, the decision tree model, and the random forest model. The performance
evaluation and the validation of these approaches are discussed in details in this report.
Keywords, Machine Learning Approaches, Cyberattacks detection, 5G Systems Security,
Intrusion Detection Systems.

1. INTRODUCTION

The Next Generation 5G Systems will usher in new opportunities for tech advancement and
innovation. However, hackers are already targeting their vulnerabilities as new windows for
widespread cyber-attacks. 5G cybersecurity needs some significant improvements to avoid the
growing risks of hacking. When it comes to 5g and cybersecurity, here are a few of the main
concerns [1]:
(i)

Decentralized security. Pre-5G networks had fewer hardware traffic points-of-contact, which made
it easier to do security checks and upkeep. 5G’s dynamic software-based systems have far more
traffic routing points. To be completely secure, all of these need to be monitored. Since this might
prove difficult, any unsecured areas might compromise other parts of the network.

(ii) More bandwidth will strain current security monitoring. While current networks are limited in
speed and capacity, this has helped providers monitor security in real-time. So, the benefits of an
expanded 5G network might hurt cybersecurity.
(iii) Many IoT devices are manufactured with a lack of security. Not all manufacturers are prioritizing
cybersecurity, as seen with many low-end smart devices. 5G means more utility and potential for
IoT. As more devices are encouraged to connect, billions of devices with varied security means
billions of possible breach points. A lack of security standards for IoT devices means network
breaches and hacking might run rampant.

(iv) Lack of encryption early in the connection process reveals device info that can be used for devicespecific IoT targeted attacks. This information helps hackers know exactly what devices are
connected to the network. Details such as operating system and device type (smartphone, vehicle
modem, etc.) can help hackers plan their attacks with more precision.
Cybersecurity vulnerabilities can take form in a wide variety of attacks. Some of the known cyber-threats
include [1]:
•
•
•
•

Botnet attacks control a network of connected devices to puppeteer a massive cyberattack.
Distributed denial-of-service (DDoS) overload a network or website to take it offline.
Man-in-the-Middle (MiTM) attacks quietly intercept and change communications
between two parties.
Location tracking and call interception can be done if someone knows even a small
amount about broadcast paging protocols.

The 5G technology is often severely restricted in terms of computing power, while high speed
is demanded. The focus of the present work is on minimizing computing resource requirements
and optimizing ease of use by practitioners, as opposed to expert researchers, in a dynamically
changing environment. Simple attempts were first made to improve on the performances of the
different approaches for a particular data set. This effectively led to the identification of a subset
of that data set for use in comparing approaches in terms of resource requirements.
Implementation of the 5G technology is still in its infancy, but according to the Ericsson Mobility
Report [2] issued last month, expectations are that 45% of the world’s population will have 5G
coverage by 2024. A month before that the Science and Technology division of the Department
of Homeland Security predicted that the evolution to 5G would be complete by 2022 [3]. One
way or the other security challenges continue to emerge [3]. Tens of billions of connected devices
from self-driving vehicles to cell phones and many other types will make up the internet of things
(IoT) and the demand for real-time and near-real-time communications means that ultra-low
latency (the delay in communications between connections) is required.
In general, 5G technology involves a new kind of network in which almost everything is connected
virtually to each other, rather than through the traditional hardware-based switching where
security barriers could be maintained. A 5G network is software-defined and based on a web of
digital routers that cannot be controlled centrally. The software will of course be vulnerable to
cyber attacks at various stages and will have to be protected. An even greater security weakness
is that an enormous number of smart devices will be attached to the network and communicate
directly with each other (D2D). Wireless communication systems have always suffered from
security vulnerabilities, but until relatively recently most damage has been limited. With the
advent of 5G wireless networks, this is certain to get much worse for both cell phones and other
smart devices [19].
The decentralized structure of a 5G network calls for a so-called Zero Trust approach [4]. Zero
Trust is very different from the traditional approach of protecting an enterprise such as a large
company at the perimeter, leaving everybody with pretty open access once they are inside the
firewall. Instead, a zero-trust approach treats all users as potential threats and prevents access to
data and resources unless specifically needed. Such approaches were already under development

to address the growing risk from insider attacks in traditional perimeter protected structures.
Insiders are responsible for more than 50% of data breaches in many businesses, and it is estimated
that 90% of insider threats go undetected [5, 6]. However, Zero Trust becomes critical when local
intra-network communications are not protected by a perimeter.
“Cyberattacks on 5G will be software attacks and must be countered with software protections.
The speed and breadth of computer-driven cyberattacks require the speed and breadth of computerdriven protections at all levels” [12]. One approach is to use machine learning to flag anomalies
such as someone breaking a pattern, i.e. based on classification. As soon as an attack is identified
it is automatically entered into the system database which is then re-analyzed to capture/flag further
attacks. Deep learning has been successful at identifying irregular patterns at all levels [13].
5G networks are essentially composed of two tiers, a macro cell tier, and a device tier. Just like in
a conventional cellular network a local base station communicates with devices on the macro cell
tier, and devices may communicate with each through that, i.e. supported or relayed by the base
station. Besides, however, such communications can also be relayed through another device or
devices can communicate directly on the device tier. This has serious security implications. If a
base station is involved it can draw on greater computing resources for authentication, but it may
also have to handle much more traffic. A particular concern at the D2D level is a Man-In-TheMiddle attack, or impersonation [20]. Identity information of devices is continually broadcast to
inform other devices of their presence, leaving them open for MITM attacks. A variety of
approaches are applied to protect against this [21].
Deep learning techniques are being employed by a large number of groups to address the security
of mobile and wireless networks [2, 22]. Rather than using pre-defined rules deep learning enables
the system to automatically learn signatures and patterns from experience and generalize to future
intrusions, or to identify patterns that differ from regular behavior. However, new attacks may
have different features so such analysis has to be ongoing. However, common mobile devices have
limited hardware capabilities [23] and ultra-low latency requirements may make complex deep
learning architectures computationally unfeasible. Models may therefore have to be tuned on an
ongoing basis. [24-25].
Protection near the D2D level is particularly constrained in terms of computing power and
memory, so Continuous Authentication must rely on very simple procedures [11]. Most continuous
authentication approaches rely on, for example, a user’s behavior such as typing patterns [26] so
they are only suitable for authentication of humans, not communication from another smart device.
One solution may be based on the exchange of secret keys at the device level [11, 23].
An alternative to deep learning is machine learning. Like deep learning, this can automatically
learn from dynamic intrusion patterns and provide predictive ‘fits’ to IDS data to help identify
attacks. Machine learning approaches tend to be faster and less demanding than deep learning
approaches so they are also being proposed for intrusion detection [2, 3, 7]. Importantly for
ongoing use in a practical environment, they are also easier to use and optimize for a new data set.
In this report, we evaluate four different machine learning and deep learning approaches
namely the Naïve Bayes model, the logistic regression model, the decision tree model, and the
random forest model. The evaluation is based on the AWID dataset [9] which has been publicly
available since 2015 [9] and is potential use in an IDS for the detection of cyberattacks on 5G
technology.
The Naïve Bayes model is based among others on the assumption that features are all independent.
The model was particularly fast, but the accuracy was extremely poor for the present kind of data.
The logistic regression model often does better when there is some correlation between features

but in this case, it did worse. A decision tree model did considerably both and was faster than the
logistic regression. A Random Forest model grows many decision trees and combines the results.
Not surprisingly this did even better than a single decision tree, but it was of course slower. These
models were compared to two simple deep learning models. A series of experiments were
conducted to see how computing time could be minimized for the different models without loss of
performance. The models were also evaluated in terms of ease of use. Arguments are presented
for the conclusion that a random forest model is the best option for some 5G applications.
A series of experiments were conducted to see the effect of feature selection on performance and
training time for both the machine learning and the deep learning models. It has been suggested
[3, 14] that carefully selected reductions of the number of features may improve the accuracy and
performance of individual approaches as well as reduce computing time, but we did not find any
improvements in the accuracy. The reductions in computing time varied with the model. After
excluding some of the simplest machine learning approaches that performed particularly poorly
experiments were also conducted to see the effects of specific parameters such as the number of
epochs, batch sizes, maximum depth, and a number of estimators on the training time for the rest
of the approaches.

2. State of the Art
Lot of recent researches [26-37] studied the intrusion detection that uses variant machine learning
approaches. Recently, some papers have been published about approaches to classify the Aegean
WiFi Intrusion Dataset (AWID) [9]. Most of them address the reduced CLS-R data set. The
training set, CLS-R-Trn, includes close to 1.8M ‘events’. For each event, there are 154 different
Wireshark type measurements and the event is labeled as either normal wireless traffic or one of
three types of attacks: ‘flooding’, ‘impersonation’, and ‘injection’. Each reading is a regular
numeric value, a hex value, or a MAC address. Kolias et al. [7] tried different machine learning
approaches. The best gave overall accuracies of 95.6-96.2% and we note that the Random Forest
model only mislabeled 0.4% of impersonation attacks as ‘normal’. We would expect deep learning
to do better. In 2017 Aminanto and Kim [10] trained an autoencoder with two hidden layers and
fed it into an algorithm that detected impersonation at a rate of 92.18% and mistook 4.4% of the
‘normal’ events as attacks. However, many others have reached a better performance [2].
No attempt was made to match or improve on the performances of these experts. The present study
was based on a tutorial [1] that tried out different approaches on the AWID dataset. As we shall
see it limited itself to a subset of this data. The next section below describes first how the tutorial
works, and the section after that shows that it does not perform nearly as well as implied by its
overall accuracies of up to 93%. Following that attempts are made to improve the performances of
the individual approaches by means such as balancing the unbalanced dataset, and by varying the
number of leaf nodes in the decision tree. A separate section describes attempts at improving the
performance of the sequential (deep learning) models. A detailed study shows that one reason for
the poor performance is that the tutorial ignores important IDS signals provided on a hexadecimal
form and/or as MAC addresses in AWID.
Like the tutorial, the evaluation of resource (computing time) requirements for the individual
models was effectively conducted on a subset of the AWID data set. This means that the accuracies
achieved may not be attractive for actual use.

3. Practical Implementation and TUTORIAL
The tutorial used TensorFlow to try out different machine learning and neural network models on
the AWID data set. This particular set had 155 features and one column with 4 labels, one normal,
and three different kinds of attack. There was a total of 1,795,575 events. 90.9564% of these are

labeled as ‘normal’, 3.6411% as ‘injection’, 2.7023% as ‘impersonation’, and 2.7002% as
‘flooding’.
The tutorial reduced this to 74 numeric columns by eliminating columns with mostly ‘null’ values
and converting a number of the rest to numeric. Several rows still had null values and were
eliminated, so that the number of events was reduced to 1,339,406. Out of these 87.8763% were
‘normal’, 4.8812% were ‘injection’, 3.6227% were ‘impersonation’, and 3.6198% were ‘flooding’.
The tutorial evaluated 4 different Keras based machine learning approaches in terms of the
overall accuracy. The Naïve Bayes did very poorly, leading to an accuracy of 26.5%. Logistic
regression did even worse, 1.58%.
A decision tree with default parameters did much better, 93.58%, and a Random Forest model
took a lot longer to evaluate but did similarly, 93.46%. The tutorial then ran a pipeline varying
the max-depth parameter, but this did not do better (93.6%). A pipeline varying the same for the
Random Forest also did not do better, 92.72%.
The tutorial finally encoded the labels to integers 0-3 and then binarized the values. It ran a
simple deep learning model with one input layer and an output layer. This led to lower accuracy,
89%. It then tried a model with a hidden layer between the two and got 89% again.
The tutorial concluded that deep learning is important.
3.1 TUTORIAL PERFORMANCE
Rezvy mentions that Kolias et al. [7] applied several algorithms and got overall accuracies from
89.43% to 96.2%, but a simple analysis shows that the accuracies found in the tutorial were not
good. The accuracy_score from sklearn metrics is simply the fraction of all correct predictions. Of
course, when 89% of all the events were ‘normal’ we could get an ‘overall accuracy’ of 89% by
simply classifying all events as ‘normal’. The Naïve Bayes and the logistic regression did much
worse than that. An analysis of the details shows the Random Forest does perform better than any
of the other models in the tutorial.
2731
0
0
3408
‘flooding’
0
1390
18606
83
‘impersonation’
0
0
14120
2562
‘injection’
0
0
684
345601
‘normal’
‘flooding’ ‘impersonation’ ‘injection’ ‘normal’
The table above shows a confusion matrix for a Random Forest search. The rows show the actual
events, the columns show predictions. This table shows that only 0.2% of the normal events are
flagged as attacks. All of those are mischaracterized as ‘injection’. However, 14.1% of all the
attacks are mislabeled as ‘normal’. More than half of the flooding attacks were labeled as ‘normal’.
Only 0.4% of the impersonation attacks were labeled as ‘normal’, but the great majority were
mislabeled as ‘injection’.
In the following, we focus on how many normal events will be mislabeled as attacks, and how
many out of all attacks will be mislabeled as ‘normal’ (False Positive Rate for ‘normal’). For
reference, Rezvy [2] reported: Almost 99.93% of ‘normal’ events were classified as such (True
Positive Rate for ‘normal’), and close to 0.0% were classified as ‘normal’ that should not have
been. More specifically, they reported an overall accuracy of 99.9% and true positive rates of
99.9% for ‘impersonation’, 99.87% for ‘injection’, and 99.42% for ‘flooding’.

Naïve Bayes: The overall accuracy was already poor, 26.5%. The confusion matrix shows the
reason for that. All ‘flooding’ attacks were classified correctly, so the true positive rate for these
was 100%, and no flooding attacks were classified as anything else (false-negative rate 0).
However, all the other attacks were also classified (wrongly) as ‘flooding’. That may not always
be critical as long as they are flagged as attacks. However, most ‘normal’ events were also flagged
as ‘flooding’, so the true positive rate for that was only 28%!

Figure 1: Confusion matrix and rates for Naïve Bayes
Logistic regression: The overall accuracy was extremely poor, only 1.6%. That was a result of this
approach labeling all events (attacks and normal) as ‘flooding’.

Figure 2: Confusion matrix and rates for Logistic Regression

Decision tree: This approach gave typical overall accuracies of about 93%, sometimes up to more
than 95%, i.e. clearly better than the 89% we could get from labeling all events ‘normal’. The
confusion matrix shows that almost all ‘normal’ events were correctly identified as that, i.e. the
true positive rate for that was 99.56%. However, out of the 42,900 actual attacks 16,829 (39%)
were also classified as ‘normal’. In particular, 43.7% of all impersonation attacks were mislabeled
as ‘normal’. Repeated runs showed a lot of variations. One time the False Positive Rate for normal
was only 12%, but usually, it was over 30%.

Figure 3: Confusion matrix and rates for Decision Tree
Random forest: A random forest grows many classification trees and for each output that tree
‘votes’ for the class in question. It, therefore, took considerably longer to evaluate, but the run-torun variability was lower.
The model seemed not to offer higher overall accuracy, typically 93.4%, but the confusion matrix
shows otherwise. Only 0.2% of all the normal events were classified as attacks (all as ‘injection’).
6322 of the attacks (14.7%) were also classified as ‘normal’, but this is at least better than the
decision tree. Out of the remaining attacks 82.8% of the injection attacks, 6.5% of the
impersonation attacks, and 46.5% of the flooding attacks were classified correctly. It may of course
not always be critical to determine the kind of attack, as long as it is recognized as an attack. It is
certainly more important to know how many of each kind of attack is mistaken as ‘normal’. There
were not many flooding attacks, but more than half of those were mistaken as ‘normal’. Also, 17%
of the injection attacks were labeled as ‘normal’. However, less than 0.6% of the impersonation
attacks were! So even though the overall accuracy was similar this approach was much better at
detecting attacks than the decision tree.
Repeating the run “only” 14.1% of the attacks were classified as ‘normal’. Again, more than half
of the flooding attacks were classified as ‘normal’, and while 93% of the impersonation attacks
were mistaken for ‘injection’, only 0.4% of them were characterized as ‘normal’. One more repeat
run again found only 0.5% of impersonation attacks labeled as ‘normal’, and the majority labeled
as ‘injection’. In general, the variation of results from one run to the next was thus a lot smaller
than for the decision tree.

Figure 4: Confusion matrix and rates for Random Forest
As discussed below and shown in Figure 5 the number of features can be reduced to 10 and still
‘only’ lead to 12-14% of all attacks labeled as ‘normal’. In fact, with only 7 features we still got a
similar result to the decision tree with a lot more features.

Figure 5: False positive rate (number of attacks falsely identified as ‘normal’) for the Random
Forest model with different numbers of features (see below).
Pipeline with a decision tree: This pipeline varied the ‘maximum depth’. It appears that a depth of
10 was best, as verified by running a decision tree with a specified maximum depth of 10.

Figure 6: Confusion matrix and rates for grid search with Decision Tree
The overall accuracy was, however, the same as without the pipeline, 93.4%. 99.3-99.8% of the
normal events were correctly classified. More importantly, 30.8-32% of the attacks were also
classified as ‘normal’. The number of injection attacks classified as ‘normal’ was similar, while
the fraction was lower (25%) for ‘flooding’ and much higher for impersonation (43%). This is
probably because the pipeline optimizes on the wrong metric, overall accuracy.
Pipeline with random forest: As mentioned this led to similar overall accuracy, but in this case, the
best results were obtained with maximum depths of 3 or 5 in separate runs. 99.6-99.8% of normal
attacks were classified correctly. In repeated cases, only 14% of the attacks were again classified
as ‘normal’.

Figure 7: Confusion matrix and rates for grid search with Random Forest
Simplest layer model: The approach with only an input and an output layer gave a much lower
overall accuracy (88.9%), one that could be achieved by classifying all events as ‘normal’. The
confusion matrix showed that all events were classified as either ‘normal’ or ‘injection’. However,
more than 99% of the actual injection attacks were classified as ‘normal’. So was the great majority
of the other attacks. 85.2% of all the attacks were classified as ‘normal’.

Figure 8: Cross-validation for deep learning model with only input and output layer
The model with an additional hidden layer: This was calculated for a very long time, but the result
was not better. The overall accuracy was 89%, and again over 85% of the attacks were classified
as ‘normal’.

Figure 9: Confusion matrix and rates for one hidden layer between the input and output layer
Conclusion: Out of the approaches tried the random forest gave the best result (Figure 10). It
misidentified most attacks, but about 85% are recognized as attacks while “only” 15% of attacks
are classified as ‘normal’. Importantly, less than 0.5% of impersonation attacks are labeled as
‘normal’. 0.2% of normal events are typically falsely labeled as ‘attacks’.

Figure 10: False positive rate for ‘normal’ in the tutorial as received
3.2 ATTEMPTED PERFORMANCE IMPROVEMENTS
As described in this section and the next one, several attempts were made to improve the
performance of the different models with the AWID data set. It is shown that the tutorial effectively
only makes use of a subset of this data set, missing particularly important information and making
it impossible to match the performances reported in the literature. Attempts at improving the
performances of the different models on the reduced data set were not very successful.
Decision Tree
A. Weights: As discussed above the evaluations all put too much weight on the 89% of the normal events.
A brief study was conducted on the decision tree model.

A preliminary test tried the weights according to the proportion of each type of event in the data
set:
Flooding – 1/0.036/2.0
Impersonation – 1/0.036/2.0
Injection – 1/0.049/2.0
Normal – 1/0.879/2.0

As expected, this led to a reduction in the number of normal events identified as ‘normal’. The
reduction was relatively large, from 99.56% to 98.1%. Flagging almost 2% of all normal events as
attacks would not be acceptable in most practical applications. It also did not offer any major
advantages in terms of detecting attacks. Over 16% of all attacks were still classified as ‘normal’.
Adjusting this to
Flooding – 1/0.015774/2.0
Impersonation – 1/0.051592/2.0

Injection – 1/0.042864/2.0
Normal – 1/0.888977/2.0

reduced the true positive rate for ‘normal’ further, to 97.92%. That seems consistent with the trend
above. Repeating the calculation got the same result, 97.88%. 14.6% of attacks were flagged as
‘normal’.
Trying smaller variations in weights
Flooding – 1/0.5774/2.0
Impersonation – 1/0.51592/2.0
Injection – 1/0.42864/2.0
Normal – 1/0.888977/2.0

reduced the true positive rate for ‘normal’ even more, to 93.55%, and the number of attacks
mistaken for ‘normal’ was the same.
Giving all attacks a weight of 10 while keeping the weight for ‘normal’ as 1, on the other hand,
had no negative effect on the number of normal events classified correctly, 99.8%. However,
18.8% of all attacks were still classified as ‘normal’ too.
Raising the weight for ‘flooding’ to 50 led to the same true positive rate, and still 14% of attacks
classified as ‘normal’.
Finally, the inverse weighting:
Flooding – 0.036/2.0
Impersonation – 0.036/2.0
Injection – 0.049/2.0
Normal – 0.879/2.0

led to a consistent 92% true positive rate for ‘normal’ but “only” 7.8-11% of the attacks were
labeled as normal. A significant number of the attacks were however mistaken for other attacks.
True positive rates for them were 87%, 7%, and 85%.
Further variations of the individual weights around these values led to no real improvement.
The tree was also run as ‘balanced’, leaving the algorithm to do its balancing. This led to even
greater variations from run to run, with anywhere from 6.6% to 98.8% of the attacks labeled as
normal. However, on average it was 45%.
B. In another attempt to improve on the performance the number of leaf nodes was varied in the
decision tree pipeline.

First, specifying a maximum number of leaf nodes in the decision tree of 5, 10, 25, or 50 did not
seem to make a difference.
Running the pipeline doing a grid search with the max_leaf_nodes as none, 5, 10, or 15 suggested
the best result with 10. Another search with 3, 5, and 10 also said 10. The overall accuracy was
92.7%, and the number of false positives was 40%.
Letting both leaf nodes and max depth vary together as none, 3, 5, and 10 led to the best-being
none for depth and 10 for leaf nodes, but still 40% false positives.
Random Forest
A. Attempts were also made with running the Random Forest as ‘balanced’, but that increased the
FPR from 13% to 38-44% in repeated runs.

B. The number of estimators in the Random Forest model was varied. This is the number of trees in
the forest. Usually, a higher number is better, but as we shall see below it also increases the
training time. The false-positive rate does not decrease compared to what was found with the
default parameters, but with less than 15 trees the variation from one run to the next increases
strongly, just like for a single decision tree with a small depth.

Figure 11: False-positive rates for the ‘normal’ label vs. number of estimators when using random
forest.
C. Finally, the maximum depth for the Random Forest was varied. The larger the depth of each tree
is, the more splits it has which means more information is captured. Since the number of
estimators was high, whatever way the default value is determined, the variability was low. As
shown below there are only really 10 significant features in the data set. This may be why a
maximum depth of less than 8 leads to a rapid increase in the false-positive rate.

Figure 12: False-positive rates for the ‘normal’ label vs maximum depth when using random forest.

Preprocessing
The tutorial drops the 72 columns with more than 50% of values equal to null. After that, a lot of
rows remain with null values in them. Dropping those there remain 1.34M rows (events). This is
a common approach to deal with missing readings if you have enough data, but it appears that
some of the 72 columns dropped might have valuable data to help better distinguish attacks. That
seems to be the reason others have done better with these models.
There were 4 columns (features) with 50-63% null values: 'wlan.wep.iv', 'wlan.wep.key',
'wlan.wep.icv', and 'data.len'. Leaving those in, as opposed to eliminating them as the tutorial
does, we would end up with about 550,000 more rows with null values. Dropping those rows as
well leaves 850,755 rows. Interestingly, 87% of these are still ‘normal’ but none of them are
‘flooding’ events. For the same reason there are now larger fractions of the other two attacks,
7.6% injection and 5.26% impersonation.
This means that one or more of the 4 columns had less than 64% nulls, but it had nulls for all
‘flooding’ events. Most importantly, there were another 4 columns with 64% null values:
'wlan.qos.tid', 'wlan.qos.priority', 'wlan.qos.ack', 'wlan.qos.amsdupresent'.
The first three of those columns have nulls in the same 586076 rows. The wlan.qos.amsdupresent
has an additional 75 or so. The non-null values in that column were all “0”. Similarly, the non-null
values in wlan.qos.ack were all “0x0000”. In the other two columns the values varied between 0
and 1. Many of the null rows already have nulls in other columns, but leaving these four columns
in the data set we end up with another 190,000 rows with null values.
Anyway, all but one attack event was found to have a null value in wlan.qos.amsdupresent. So
did 64% of the ‘normal’ events, but this observation together with the other trends might still
help to identify attacks.
In a simple attempt to see whether columns with lots of null values do hold significant
information all the null values were replaced with a constant value of 1. This way no rows (events)
were excluded and no actual information was added. We ended up with 74 columns and 1.8M
rows. In the case of the Naïve Bayes the overall accuracy improved to 92.2%, but that was
misleading. It may be because a larger fraction of events (92.2%) were now normal. The confusion
matrix showed all events to be classified as ‘normal’. The decision tree gave an accuracy of
93.87%, with a true positive rate for ‘normal’ of 0.98695329 and a false positive rate of 21.65%.
This was better than before (Figure 10), but not as good as the random forest. The random forest
ran 30% longer (160 seconds) because of the 30% larger number of events, 160 seconds. As
shown below, the random forest model fitting time is not very sensitive to the number of features
(columns). The true positive rate was 99.87% and the false positive rate 17.42%, so no
improvement compared to the performance with fewer columns (Figure 10).
Neither the simple 2 layer model or the model with a hidden layer did any better than with fewer
features either.
Importantly, the tutorial did not convert columns with MAC addresses or hexadecimal numbers
and thus did not include them in any tests. A recent paper [14] analyzed the AWID dataset after
down-selecting to 15 features using the Random Forest model. This paper showed an accuracy
of 99.99% and listed the remaining features in order of significance. The most important was one
of the columns with MAC addresses, and the set included one more with MAC addresses and two
columns with hexadecimal values.
Deep Learning

Apparently the only good way to optimize numbers of layers and nodes is heuristic [8]. Attempts
were made, varying the parameters in the sequential models (next), but this did not lead to
significant success.
ROC CURVES
Attempts were made to plot and use Receiving Operating Characteristic curves and the area under
the curve, AUC, to evaluate the performance of both the decision tree and the Sequential models
with different parameters. In the following the classes are numbered like this: (0) ‘flooding’, (1)
‘impersonation’, (2) ‘injection’, (3) ‘normal’.
Decision Tree
Running the decision tree with max_depth = 20, and max_leaf_nodes = 3 gave a very poor set of
curves (Figure 13). As expected from above the best of these curves was the one for the ‘normal’
label, where the true positive rate increases significantly as the false positive rate does. The number
of correctly labeled ‘normal’ events increases and then levels off when the number of attacks
falsely labeled as ‘normal’ reaches about 20%. It still increases slowly above that, and because the
vast majority of events are normal this makes the overall accuracy increase even though the false
positive rate does too. The area under the curve (AUC) is 0.9 which is usually considered very
good. However, the AUC is 0.5 for each of the other curves. This is what we would expect from
completely random guessing. This is because many of the attacks are labeled as one of the other
attack types, even if they are not labeled as ‘normal’.

Figure 13: ROC curves for decision tree with max_depth = 20, and max_leaf_nodes = 3. Class 0
= ‘flooding’, 1 = ‘impersonation’, 2 = ‘injection’, 3 = ‘normal’
Above, a grid search suggested that a higher number of leaf nodes would be better. Increasing
max_leaf_nodes to 5 did make a lot of difference (Figure 14). The AUC for ‘normal’ is reduced.
Now the true positive rate does not level off until the fraction of all attacks mislabeled as ‘normal’
reaches about 40%. The larger values for both impersonation and injection were very good, but
the characterization of ‘flooding’ is completely random.

Figure 14: ROC curves for decision tree with max_depth = 20, and max_leaf_nodes = 5. Class 0 =
‘flooding’, 1 = ‘impersonation’, 2 = ‘injection’, 3 = ‘normal’

Grid searches suggested that the best value of the maximum depth is 10. Increasing both this and
the number of leaf nodes to 10 gave a much better curve and an AUC of 0.91 for ‘flooding’ (Figure
15).

Figure 15: ROC curves for decision tree with max_depth = 10, and max_leaf_nodes = 10. Class 0
= ‘flooding’, 1 = ‘impersonation’, 2 = ‘injection’, 3 = ‘normal’

The overall accuracy was 0.949. However, running with the same parameters but without
binarizing gave a false positive rate for ‘normal’ near 50%.
Deep Learning
The simplest sequential model in the tutorial had 10 nodes in the input layer and of course 4 in the
output layer. It was run with 100 epochs and a batch size of 128. The pipeline only gave 87%
accuracy and 85% of the attacks were classified as ‘normal’ (see above). The corresponding AUC
for each of the four classes was only 0.53 and the curves are close to the diagonal line as expected
(Figure 16).

Figure 16: ROC curves for a simple deep learning model with an input layer with 10 nodes and
an output layer with 4. 100 epochs, batch size of 128. Pipeline had 2 epochs and batch size of 5.
Class 0 = ‘flooding’, 1 = ‘impersonation’, 2 = ‘injection’, 3 = ‘normal’
Raising the batch size to 500 made it worse (Figure 17), reducing all the AUCs to 0.50, i.e. no
significance at all.

Figure 17: ROC curves for a simple deep learning model with an input layer with 10 nodes and
an output layer with 4. 100 epochs, batch size of 500. Pipeline had 2 epochs and batch size of 5.

Reducing the batch size from 128 to 50 instead led to a small improvement (Figure 18).

Figure 18: ROC curves for a simple deep learning model with an input layer with 10 nodes and
an output layer with 4. 100 epochs, batch size of 50. Pipeline had 2 epochs and batch size of 5.
Introducing 10 nodes in a hidden layer too, with 10 epochs and batch size of 128, was no good
(Figure 19).

Figure 19: ROC curves for a deep learning model with an input layer with 10 nodes, a hidden
layer with 10 nodes and an output layer with 4. 10 epochs, batch size of 128

Introducing 3 hidden layers with 60, 30, and 10 nodes (actually the 60 is in input layer, and still 4
output) led to major progress for ‘impersonation’ and to some extent ‘normal’. These are the
parameters tried in the tutorial at the last stage. However, the overall results are still not very good
(Figure 20). In contrast, the Random Forest is simpler to use and gave much better results.

Figure 20: ROC curves for a deep learning model with an input layer with 60 nodes, a hidden
layer with 30 nodes, another with 10 nodes, and an output layer with 4.
FEATURE REDUCTIONS
The focus of the present work was on whether simplification might help minimize resource
requirements. This would include reducing the number of features without losing performance. It
seems clear that the performance of the models on the AWID data set can be improved by including
specific features with MAC addresses and hexadecimal values, but this is not important here.

Future data will not be the same as the AWID data anyway so a reduced data set without these
extra features may serve just as well as an example in the rest of the experiments. We just have to
accept that the accuracies are not very good.
This section shows which features can be eliminated without loss of accuracy for the different
models. Inspection of the data showed that out of the original 154 feature columns, 13 had only
‘null’ values. Another 67 columns had only 0s and nulls. Yet another 4 columns did have non-zero
values, but they were all the same in a given column. This leaves us with a maximum of 70 columns
with information that may be worth including. After conversion of those to ‘numeric’ that could
be, 5 of the columns had MAC addresses and a few still had hex values.
The tutorial also eliminated any column with more than 50% of the values being null. After that it
eliminated any rows with a null value in it. This cut the number of rows to 1.34M. That leaves a
number of columns with constant values or zeros. Those were eliminated those, as was one out of
any pair of columns that were perfectly correlated. This leaves 22 numeric columns.
The confusion matrices were found to be identical to before for the Naïve Bayes and the logistic
progression, and the rest only varied the same as they would between separate runs of the same
model.
Taking a heuristic approach one column at a time was eliminated, each time checking the effects
on the confusion matrices. Figure 21 shows that the decision tree labels the same number of attacks
as ‘normal’ based on only 7 carefully selected features. Unfortunately, that number is high.

Figure 21: False positive rates for the ‘normal’ label vs. number of features when using decision
tree with default parameters.
Above it was found that the performance of the decision tree could be improved to slightly better
than even the Random Forest by weighting with a specific set of values. This, however, made the
decision tree sensitive to the number of features. Unlike with the default parameters the results
now started to vary from run to run if the number of features was less than 17, and with 10 features
the FPR was just as high as without weighting (Figure 22). Also, the TPR was again low.

Figure 22: False positive rates for the ‘normal’ label vs. number of features when using decision
tree with weighted labels.
The Random Forest model did much better. The true positive rate for ‘normal’ stays high even
when the number of features is reduced to only 7 (Figure 23). The number of attacks falsely labeled
as ‘normal’ does however increase sharply once the number of features is reduced below 10
(Figure 24).

Figure 23: True positive rates for the ‘normal’ label vs. number of features when using Random
Forest with default parameters.

Figure 24: False positive rates for the ‘normal’ label vs. number of features when using Random
Forest with default parameters.
Still, a change of scale shows that the false positive rate remains at the usual 13-15% down to 10
features (Figure 25).

Figure 25: Same data as in Figure 24 on a different scale.

Figure 26: Fraction of impersonation attacks falsely labeled as ‘normal’ label vs. number of
features when using Random Forest with default parameters.
We also argue that the primary concern for 2D2 is impersonation attacks. The fraction of these
falsely labeled as ‘normal’ is seen to stay low, around 0.5% (Figure 26), and only starts to increase
rapidly when the number of features is reduced to 9 or 8 (Figure 27).

Figure 27: Same data as in Figure 26 on a different scale.

TRAINING TIME
One important measure of the resources required by a model at the local router or the D2D level
is the time required to train and fit the model. Depending on the model these times could be reduced
to various degrees without reducing the sensitivity to attacks. One obvious factor is the number of
features. Other parameters that affect the training time for individual models include maximum
depth, number of estimators, epochs and batch sizes.
Features: Supposedly, reducing the number of features may sometimes improve the accuracy by
making the model focus on features that are significant. This was not the case above but computing
times could be reduced for most of the models. Most experiments were run using Google Colab
for this, but tests of the Decision Tree and the Random Forest were also run locally on the slowest
computer available. The trends were the same.
The accuracy of the Naïve Bayes model was very poor, but it was fast. The time did decrease when
the number of features did (Figure 28).

Figure 28: Fitting time vs. number of features for Naïve Bayes model
The accuracy of the logistic regression model was even worse, while the fitting time was much
longer. The time was almost twice as long for 22 features as for 7-10 (Figure 29), and it was almost
3 times as long with 74 features.

Figure 29: Fitting time vs. number of features for Logistic Regression model
The false positive rate for ‘normal’ was over 30% with the decision tree, but that rate did not vary
even when the number of features was reduced to 7. Like for the logistic regression model the
fitting time was about twice as high with 22 features as with 7, while the difference between 22
and 74 was not very large (Figure 30).

Figure 30: Fitting time vs. number of features for decision tree with default parameters
In contrast, for the Random Forest model the number of attacks falsely labeled as ‘normal’
increased strongly when the number of features was reduced below 10. It did however stay constant
around 13-15% above that. For some reason the fitting times varied somewhat from run to run, but
there was no significant effect of the number of features (Figure 31).

Figure 31: Fitting time vs. number of features for Random Forest with default parameters
The absence of a variation with number of features was not related to the use of Google Colab.
Figure 32 shows results of running the Random Forest a number of times locally on a limited
performance laptop instead. For some reason the times were slightly lower overall, which should
be good news for use at the local level in 5G applications.

Figure 32: Fitting time vs. number of features for Random Forest with default parameters on
laptop
The layer models worked in two steps, first cross validation and then fitting. Cross validation took
about 4 times longer than the final fitting. Figure 33 shows the sum of the times for the simple
input/output layer model to be reduced by 10-20% when the number of features is reduced from
74 to 22, and they were reduced by a similar amount when the number of features dropped from
there to 7.

Figure 33: Total cross validation and fitting time vs. number of features for simple deep learning
model with an input and an output layer.

Figure 34: Total cross validation and fitting time vs. number of features for deep learning model
with an input and an output layer and a hidden layer between them.
Running the model with one hidden layer between the input and output seemed to lead to a problem
with ‘NAN’ in the later epochs, so the number of epochs was reduced from 10 to 2 for all numbers
of features for this evaluation. This led to times that were about 4.3 times lower. The dependence
on the number of features was very similar to what was found for the simpler input/output layer
model (Figure 34).
Other Parameters: Other parameters also affect the computing times. As expected the time
increased linearly with the number of epochs for the deep learning models (Figure 35). It depends

on the data set how many epochs are needed to optimize one of them. Varying the number from 2
to 50 did not improve the accuracy, but that is probably because the performance is close to random
guessing (above). With proper optimization and enough epochs it should be possible to at least
match the performance of the Random Forest on a given data set. It is not uncommon to need 100
or more epochs, so normally a deep learning model is expected to be much slower.

Figure 35: Computing time for deep learning model with only an input and an output layer vs
number of epochs
The combined cross validation and fitting time also varied with the batch size (Figure 36). It was
close to inversely proportional. Like the number of epochs the batch size did not have any effect
on the false positive rate.

Figure 36: Computing time for deep learning model with only an input and an output layer vs
batch size
The effects of the number of epochs and the batch size were the same for the hidden layer model,
and the training times were not significantly higher for more layers.
As mentioned above most decision tree calculations were run with the default parameters, without
specifying maximum depths and leaf nodes. However, specifying values of 10 or 20 for either did

not change the results, but as shown in Figure 37 it did shorten the fitting time considerably. This
suggests that the computing time can be reduced further without loss of performance for this
model.

Figure 37: Fitting time vs. number of features for decision tree with default parameters and with
(A) max depth = 10, max number of nodes = 20, (B) max depth = 20, max number of nodes = 20
(C) max depth =10, max number of nodes = 10.
It is more difficult to reduce the training time for the Random Forest. Figure 38 shows the time to
start dropping when the maximum depth is reduced below 10, but Figure 12 showed the FPR to
increase strongly for depths below 8.

Figure 38: Training time for random forest model vs maximum depth
Still, the time can be reduced by optimizing the number of estimators. Figure 39 shows the training
time to increase linearly with that number. Figure 11 showed the FPR to decrease with the same
number up to 15 but then it was essentially constant above that. So for the present data set
specifying 15 estimators reduced the training time to about 20 seconds.

Figure 39: Training time for random forest model vs number of estimators
DISCUSSION
The performance of the tutorial as received was not good. Attempts were made to determine why
and what could be done about it. This gave an impression of how difficult it may be for a nonexpert practitioner to optimize some of deep learning models for a given data set. Keeping this in
mind the focus was, however, on minimizing the computing resource requirements for the different
machine learning and deep learning models.
Performance: The measure of overall accuracy used in the tutorial seems misleading. One reason
for this is that the data set is very unbalanced. The confusion matrix gives better measures of the
accuracies of concern. It depends on the specific application how one might want to balance true
positive against false positive rates for ‘normal’, or how important it is to distinguish correctly
between the different types of attacks. Aminanto and Kim [10] seem to assume that mistaking
several percent of ‘normal’ events as attacks may be acceptable in some scenarios, but this would
probably not be so in a 5G application.
One reason for the poor performance of the tutorial seems to be that it eliminates or ignores
important information. For example, one column was eliminated because it had a lot of ‘null’
values, but it could be used to identify 36% of the ‘normal’ events all by itself without labeling
any attack as normal.
The tutorial eliminated columns with more than 50% null values, bringing the remaining columns
to 74. By only eliminating columns with no variation, or columns that were 100% correlated, this
could be brought down to 22 columns. It is unlikely that Rezvy overlooked such a simple move,
but using a more sophisticated pre-processing they only reduced their columns to 36. They don’t
say which the remaining columns were but this may suggest that they did not eliminate as many
columns with a large number of null values. If we only eliminated columns with more than 85%
null values we would start out with 88 columns, and eliminating 54 columns like we did we would
end up with 34.
More importantly, the tutorial ignores at least 5 columns with MAC addresses. Bhandari [14]
analyzed the AWID dataset after down-selecting to 15 features using the Random Forest model,
showing an accuracy of 99.99% and listing the remaining features in order of significance. The
most important feature was one of the columns with MAC addresses, and the set included one
more with MAC addresses and two columns with hexadecimal values.

The ROC curves for the decision tree may be reasonable, but the curves for the layer models look
bad. Apparently the only good way to optimize numbers of layers and nodes is heuristic [8] and
simple attempts did not have significant success. An expert may very well be able to get a better
performance with a deep learning model, perhaps one with many hidden layers, but optimization
of these for a particular data set takes a lot of work.
Naïve Bayes was not expected to be good, and it is pretty bad. Logistic regression is even worse.
The best performance was achieved with the decision tree or the Random Forest. A typical
performance of the tree was a true positive rate (TPR) of 98.6% and 35% of attacks classified as
‘normal’ (FPR), but this varied strongly from one run to the next. This could be improved to around
10% or slightly fewer attacks labeled as ‘normal’ by an empirical ‘weighting’ of the data.
However, this led to a lot more ‘normal’ attacks (typically 3-6%) being labeled as attacks. The
‘balancing’ option in the model led to a lot of variation between runs, but the average false positive
rate for ‘normal’ was high.
The random forest model effectively uses hundreds of shallow decision trees and averages the
results. This may be why the variation in the results is a lot lower. The true positive rate for
‘normal’ is around 99.5%, and 13-15% of the attacks are labeled as ‘normal’. It takes considerably
longer to run this model with the default parameters than the decision tree, but the training time
could be reduced by a factor of 5-6 by simple optimization of the number of trees in the forest.
Training Time: Reducing the number of features led to different levels of reduction in
computational time for the different models. For some reason the reduction was not significant for
the Random Forest model. This did not have anything to do with the use of Google Colab. Bhandari
and co-workers focused on lower computing power [14] and showed a reduction in time to a little
more than half when reducing the features in the AWID dataset from 155 to 15 features.
The Random Forest actually performs simple decision tree calculations multiple times, and the
fitting time for the Decision Tree calculations was reduced to half when the number of features
was reduced, so it is not clear why that is not the case for the present Random Forest calculations.
One final set of experiments was address this. The fit times were measured for the Random Forest,
the Naïve Bayes, the Logistic Regression and the Decision Tree models for three different numbers
of features. The screenshots for the latter three are included as S20-S26 in the appendix for
reference. The results are seen to agree with figures 28-30 above. Figures 40 - 42 show the
screenshots for the Random Forest, and Figure 43 shows that they agree very well with the results
in Figure 31.

Figure 40: Repeat of calculation of fit time for Random Forest with 74 features

Figure 41: Repeat of calculation of fit time for Random Forest with 24 features

Figure 42: Repeat of calculation of fit time for Random Forest with 17 features

Figure 43: Figure 31 with the repeat measurements included as red symbols.
The computing time could, however, be reduced to around 20s by optimizing the number of
estimators.

4. CONCLUSION
The present work involved relatively simple attempts at optimizing the accuracies achieved with
different machine learning and deep learning models on a subset of the AWID data set. This led
to some experience with the use of these models by a non-expert practitioner. The best and most
reproducible performance was achieved with the Random Forest with default parameters, but an
expert would undoubtedly be able to get a better performance for the same limited data set with a
deep learning model, perhaps one with many hidden layers. Still, optimization of these for a

particular data set takes a lot of work [8], and an optimized deep learning model is likely to require
a lot more layers and nodes, as well as a significant number of epochs, and thus lead to much
longer computation times. Another point is that the features become indistinguishable after neural
network modeling. This may not be attractive in an industry application where one may also want
to understand how each feature contributes. A Random Forest model is less computationally
expensive and does not require a GPU to finish training.
Using the present limited data set the Random Forest model consistently mislabeled 13-15% of
attacks in the present data set as ‘normal’. It mislabeled a lot more as the wrong kind of attack, but
at the local and D2D level this may be less critical. It is also important to realize what kinds of
attacks are of most concern at that level. An important one may be impersonation attacks which
are particularly hard to classify. If so it is worth noting that running the Random Forest with default
parameters, with no optimization, led to less than 0.5% of all impersonation attacks being labeled
as ‘normal’.
The Random Forest model did this using only 10 out of the original 74 features considered in the
tutorial. Resende and Drummond [15] explained how such a model is particularly useful when
resources are limited because it handles imbalanced datasets and can be trained much faster than
deep learning models. Minimizing the number of features of course also minimizes the required
storage space.
Overall, it is suggested that a Random Forest model and identification of the significant features
may be attractive at the local level. The model is fast and easy to use. It took about 2 minutes to
analyze 1.34M events on a common laptop computer with default parameters. The time could be
reduced to about 20 seconds by optimizing the number of estimators.
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SCREENSHOTS
This appendix shows screenshots from a few of the experiments we conducted. The first screenshot
was for the full set of numerical features used in the tutorial

S1: Confusion matrix and rates for Decision Tree with max depth = 10
The next set of screenshots were all taken after our initial reduction to 22 or fewer numeric
features.

S2: the remaining features

S3: One feature only takes three values. We tried replacing those with numbers and included in
analysis

S4: Fit time of Naïve Bayes with 22 features

S5: Confusion matrix and rates for Naïve Bayes with 22 features

S6: Fit time of Logistic Regression with 22 features

S7: Fit time of Decision Tree with 22 features

S8: Fit time of Decision Tree with 22 features and max depth and leaf nodes both 10

S9: Confusion matrix and rates for Decision Tree with 22 features

S10: Fit time of Random Forest with 22 features

S11: Confusion matrix and rates for Random Forest with 22 features

S12: Confusion matrix and rates for Random Forest with 22 features, maximum depth = 3,
maximum leaf nodes = 10

S13: Confusion matrix and rates for grid search varying maximum depth with Decision Tree for
22 features

S14: Confusion matrix and rates for grid search varying maximum depth with Random Forest for
22 features

S15: Confusion matrix and rates for weighted Decision Tree for 22 features

S16: Cross validation for deep learning model with only input and output layer for 22 features

S17: Confusion matrix and rates for deep learning model with only input and output layer for 22
features

S18: Cross validation for deep learning model with one hidden layer between input and output
layers for 22 features

S19: Confusion matrix and rates for deep learning model with one hidden layer between input
and output layers for 22 features

S20: Repeat of calculation of fit time for Naïve Bayes with 74 features

S21: Repeat of calculation of fit time for Logistic Regression with 74 features

S22: Repeat of calculation of fit time for Decision Tree with 74 features

S23: Repeat of calculation of fit time for Logistic Regression with 24 features

S24: Repeat of calculation of fit time for Decision Tree with 24 features

S25: Repeat of calculation of fit time for Logistic Regression with 17 features

S26: Repeat of calculation of fit time for Decision Tree with 17 features

